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The object model of ODMG 2.0

ODMG 2.0 (Cattell, 1997), proposed by the Object Database Management Group, is the “de facto” standard for object oriented database systems (Connolly and Begg, 1999, p. 755). Its major components are:

· an object model;

· an object definition language (ODL);

· an object query language (OQL); and

· language bindings (with C++, Java and Smalltalk).

The ODMG 2.0 object model is the data model upon which the object definition language (ODL) and object query language (OQL) are defined. It provides the concepts that can be utilised to specify object database schemas, to operate on and to interrogate specific object databases, and a standard terminology. The following brief description is based on (Elmasri and Navathe, 2000) and (Connolly and Begg, 1999). 

The basic building blocks of the object model are objects and literals. An object consists of an identifier and a state (i.e. a current value), whereas a literal consists only of a value. The object state can change over time; the value of a literal is constant. An object is described/defined by: (1) an identifier, (2) a lifetime, (3) a name and (4) a structure. Each object has a unique system-generated identifier so that the object preserves its identity throughout its lifetime (i.e. disregarding the modifications that are made to it). An object’s lifetime specifies whether the object is persistent (stored in the database) or transient. Names represent means of identifying persistent objects; they can also be used as entry points to the database, i.e. as means to locate other objects (this is called reachability). 

The structure of an object is specified in terms of pre-defined and user defined types. ODMG 2.0 provides a set of pre-defined / built-in object types grouped in three categories: atomic (e.g. float), collection (e.g. set) and structured (e.g. date)
. User-defined types can be specified by means of the class and interface mechanisms. The definition of a class is achieved through the specification of its properties and operations. The set of properties defines the state of an object and consist of attributes and relationships. An attribute has a state and its value can be a literal or an object identifier, but it is not a “first class” object. A relationship, too, has a state and is not a “first class” object. Only binary relationships can be represented and the representation consists of a pair of inverse references (from each object to the other). If “behaviour” is used to refer to operations and “state” to refer to properties, then a class is a specification of both the abstract behaviour and abstract state of an object type. Classes are instantiable. Besides classes, types can also be specified by means of interfaces. An interface is a concept similar to a class, but it represents the specification of only the abstract behaviour of an object type, i.e. the object’s operation signatures. Interfaces are non-instantiable.

Interfaces are used to specify abstract operations that can be inherited by classes or other interfaces. This is called behaviour inheritance and is denoted by the “:” symbol. Multiple inheritance is allowed with respect to interfaces. Classes are used to specify both state and behaviour. A class can only inherit from another class; this is denoted by the “extends” keyword. Multiple inheritance is not permitted with respect to “extends”. 

Individual objects (class instances) need to be generated and removed. This is achieved via factory objects; a factory object is an object that can be used to generate individual objects via its operations.

Individual objects also need to be updated and queried. A requirement of the OO programming is that external users of an object are only made aware of the signatures of its operations
 and that the properties and the methods – i.e. the implementation of the operations – should be completely hidden from them. This characteristic is called encapsulation. A consequence of a complete encapsulation is that all the manipulations of an object (either update or query) have to be made via its pre-defined operations. This is not completely achievable in OO database systems
. Some attributes are made visible in order to facilitate the use of high level query languages. This is used in parallel with operations that retrieve information about the object. However, in most cases, object modifications (including creation and deletion) are performed via the object’s operations – the update operations – and the update operations are encapsulated. Moreover, the update operations are also used to express the integrity constraints associated with an object. This is necessary due to the lack of declarative support for expressing integrity constraints. The methods that create delete and update object instances hard code the integrity constraints associated with the object, through the explicit writing of code that checks for violations and handles exceptions
.

Each class can have an extent whereby its persistent objects are automatically stored. The extent can be used in queries like “find all the objects/instances of type T [which ...]”. An extent can also be used to automatically enforce the set/sub-set relationship between the persistent elements of a supertype and its subtype. A class with an extent can have one or more keys. A key is similar to the candidate key in the relational model. 

For the manipulation of databases, two pre-defined interfaces are defined in ODMG 2.0: “DatabaseFactory” and “Database”. The former is utilised for creating and destroying databases. The latter provides basic operations for the management of a database: open and close (session), bind – assign an individual unique name to a persistent object – unbind and lookup.

The above description represents a very brief and informal summary of the ODMG 2.0 data model, but sufficient for a basic introduction of ODL and OQL. For further details about the data model of ODMG 2.0 refer to (Elmasri and Navathe, 2000) or (Connolly and Begg, 1999) or, for a complete specification, to (Cattell, 1997).

The object definition language (ODL) of ODMG 2.0

ODL supports the semantic constructs of the object model presented above. ODL is independent from specific implementations. A database schema specified in ODL can be implemented by using specific language bindings which describe how ODL constructs can be mapped onto constructs in the specific programming language.

This subsection briefly illustrates the relevance of the object definition language (ODL) to the specification of design models, by means of an example. The following (contrived) definitions provide such an example for a(n imaginary) design application. To improve the clarity, the keywords are printed in italic fonts.

interface PhysicalObject

{  void 

place(in float x; in float y);

   void 

translate(in float x, in float y);

   void 

rotate(in float angle);

   float 
area();

};

class DesignObject

(  extent design_objects 

   key name )

{  attribute string name;

   attribute string description;

   attribute set<string> functionality;

   void add_functionality(in string new_functionality);

};

class PhysicalDesignObject : PhysicalObject extends DesignObject

(  extent physical_design_objects )

{  attribute struct Point (float x; float y} position;

   attribute float  angle;

};

class SolidDesignObject extends PhysicalDesignObject

(  extent solid_objects )

{  float weight;

}

class MetalPlate extends SolidDesignObject

(  extent metal_plates )

{  attribute float length;

   attribute float height;

   attribute string construction_type;

   attribute string metal;

   attribute string finish;

   relationship set<Hole> has_holes inverse Hole::is_in;

   void choose_metal(in string metal);

}

class Hole extends PhysicalDesignObject

(  extent holes )

{  attribute float radius;

   attribute string required_tool;

   relationship MetalPlate is_in inverse MetalPlate::has_holes;

}

The object query language (OQL) of ODMG 2.0

The OQL syntax for queries is similar to the syntax of SQL (ISO, 1992), but has additional features, based on the ODMG data model concepts; for example, it can include non-atomic objects, operations, references to inheritance and relationships. OQL is intended to work closely with one of the languages for which an ODMG binding is defined. Thus, OQL queries embedded in such a language can return objects that match the language’s type system. Moreover, the implementations (methods) of the class operations defined in a ODMG schema can be written in such a language. 

The remainder of this subsection introduces, in brief and by means of example, some of the features of OQL. The schema utilised for these examples was defined in the previous subsection.

A query can be expressed in the “select ... from ... where ...” format, based on the extent of each class. The returned value can be atomic or a structure (struct). For example the query “identify all the metal plates (names and descriptions) made of steel with surface finish coded MFU2000” can be expressed as:

SELECT 
STRUCT (name:m.name, detailed_description:m.description)

FROM 
m IN metal_plates

WHERE 
m.metal = "steel" AND m.finish = "MFU2000";

When no conditions are required, a query can be expressed as a path expression, based on an entry point. For example:

metal_plates

represents all the metal plates in the database. Assume that a certain persistent metal plate has the database name bound to “mp1”, then:

mp1.has_holes

represents the set (collection) of all the holes associated with mp1. OQL is orthogonal with respect to specifying path expressions, i.e. attributes, relationships, and operation names can be used interchangeably within path expressions, as long as the types system of OQL is not compromised.

More complex queries can be devised, for example by means of collection operators (aggregate functions and quantifiers). The query “identify the average weight and the average area, calculated with respect to metal plates grouped based on construction types, for all the metal plates that serve the function of enforcement” can be expressed as:

SELECT 
 STRUCT (type:m.construction_type, 

                 av_weight:AVG(m.weight), av:area:AVG(m.area))

FROM   
 m IN metal_plates

WHERE
 m.function.contains_element("enforcement")

GROUP BY m.constrution_type;

Note that “weight” is an attribute, “area” is an operation and “function” is a relationship.

Integrity constraints expressed as active rules in an OO database
 

The (types of) update operations of an OO database are represented by the operations/methods of the classes making up its schema. More specifically, update operations are:

· methods that create or delete class instances;

· methods that modify attributes of class instances (assume that the attributes cannot be modified by direct access).

Consider an OO database ( that represents a design and assume that:

· ( is a set of design rules viewed as static (i.e. on the state of the database) integrity constraints on (; for the time being, consider that the database management system that supports ( provides a mechanism by means of which conditional expressions equivalent to the design rules ( (  can be constructed; such a mechanism discussed in discussed in the next subsection, in the context of OO databases;

· ( is the set of update operations of (; a particular update operation, i.e. an update operation ( ( ( instantiated with particular parameter values p, is represented as (p;

· ( is a particular state of (;

· (((p represents the state of ( after (p was executed, considering that ( was the state of ( just before (p was executed.

In order to express a design rule ( (( as a set of active rules, all the update operations that may result in its violation have to be identified. Assume that (1 and (2 represent a partition of ( – i.e. (1 ( (2 = ( and (1 ( (2 = ( – with respect to (, such that any update operation in (1 may result in a database state that violates ( and no update operation in (2 can bring the database in an inconsistent state with respect to (, i.e.:  

((((1 ( ((( (p ((|= ( ( (((p|= (()
//violation

and

((((2 ( ((( (p ((|= ( ( (((p|= ()
//consistency

where ( represents the set of all the possible states of the database (. Further, assume that (1={ (i |  0( i (n }m each event (i being associated with an object class Ti. Then, the simplest expression of ( as a set of active rules is
:

(1) EVENT (1 ON OBJECT T1 # (POST) (( # ROLLBACK

EVENT (2 ON OBJECT T2 # (POST) (( # ROLLBACK

...

EVENT (n ON OBJECT Tn # (POST) (( # ROLLBACK

An active rule is required for each update that could lead the database to an inconsistent state with respect to (. 

There are situations when the above format is the minimal format (from the point of view of the condition) in which a design rule can be expressed. Such an example is the case of design rules that include aggregate conditions. For example, consider the (mock) design rule:

The weight of all metal plates should not exceed a tenth of the weight of the shaft (it is assumed that a design can only contain one shaft). 

An active rule, part of the expression of the design rule is:

EVENT create() ON OBJECT MetalPlate #

   (POST) MetalPlate(mp_object) AND Shaft(s_object) AND     

          SUM(object.weight) > 0.1*s_object.weight 

      ROLLBACK;

where it was assumed that the construct “SUM(object.weight)” in conjunction with “MetalPlate(mp_object)” calculates the total weight of all metal plates
. 

However, situations may exist when the condition of an active rule corresponding to a design rule can be simplified. Assume that ( can be written as:

( = ('(Ti) ( ("

where the expression of (" does not contain references to objects of type Ti, but (' does. Then, an active rule:

EVENT (i ON OBJECT Ti # (POST) (( # ROLLBACK

can be simplified to (recall that the database is assumed consistent with ( before (i is attempted, therefore both (' and (" are satisfied by the state of the database before (i):

EVENT (i ON OBJECT Ti # (POST) ((' # ROLLBACK

For example the (mock) design rule

Metal plates should not overlap (with each other) and the holes by means of which they are attached to the body should not be closer than 33 cm.

can be partitioned as
: 

('(MetalPlate) (
 ( mp1, mp2 (MetalPlate(mp1) ( MetalPlate (mp2) ( mp1(mp2) ( 

             ( overlapp(mp1, mp2)   

and

("(hole) ( 

 ( h1, h2 (AttachmentHole(h1) ( AttachmentHole(h2) ( h1(h2) ( 

           dist(h1, h2) ( 33

with respect to the event

EVENT create ON OBJECT MetalPlate

More refined partitions of design rule expressions could be obtained if the events are expressed with a finer granularity (e.g. if the updated attributes can be identified). However, this issue is not further pursued in this section.

Simplifications of the conditions of active rules can also be obtained if the event identifies instances instead of classes, i.e. if in 

EVENT (i ON OBJECT Oi
 “Oi” represents the instance being updated and not its class
. This is possible in OO databases, on the basis of object identifiers. For example, the (mock) design rule 

“Enforcement metal plates should not be made of aluminium” 

could be implemented as:

EVENT add_function() ON OBJECT MetalPlate(mp) # 

   (PRE) mp.material = "aluminium" # 

      DENY

EVENT choose_material() ON OBJECT MetalPlate(mp) # 

   (PRE) mp.function.contains_element("enforcement") # 

      DENY

instead of:

EVENT add_function() ON OBJECT MetalPlate #

   (POST) EXISTS (SELECT mp 

                  FROM   mp IN metal_plates

                  WHERE  mp.function.contains_element("enforcement")

                         AND mp.metal = "aluminium") #

      DENY

and a similar expression for the second rule.

A correct expression of a design rule (, as a set of active rules, requires the identification of the complete set (1. In principle, this is equivalent to the indexing of design rules on design updates, by means of “pre-conditions”, as employed in RaPiD (Hammond et al., 1993). The identification of (1 for each design rule in a body of regulatory design knowledge can be a cumbersome and error prone activity, because:

· the set of update operations, (, can be quite numerous in an OO database; and

· the set of design rules in a body of regulatory design knowledge can be quite extensive.

Moreover, the process of simplifying the expressions (conditions) corresponding to design rules based on the information provided by the update event, for example, in situations such as those illustrated above, adds to the complexity of expressing design rules as active rules. Because of these characteristics, the employment of active rules does not represent an effective means for expressing regulatory design knowledge. However, active rules can be used as the underlying operational framework for design rules expressed in a more declarative language.

The expression of design rules could be improved if the active rules engine provides an event language. An event language provides for the combination of atomic events, represented by particular class methods, into event expressions, constructed by means of conjunction, disjunction, negation and precedence between events (Zaniolo et al., 1997). (High level) design tools are constructed from database update operators (particular class methods) and can be described by equivalent event expressions. Therefore, an event language would provide support for the readily association of design rules with design updates (and not just with individual database updates). 

Active rule conditions on an OO database

Information about design models is obtained via the object query language (OQL), presented in a previous section. Design rules require the verification of boolean expressions on design models. Boolean expressions can be represented in OQL either:

· directly, when design models implement corresponding operations/methods; or

· by means of the SQL-like constructs.

For example, assume that the definition of the “MetalPlate” class, previously introduced, also contains the following operation:

Boolean is_band_plate();

which determines whether a metal plate is a band plate
 or not. Then, the following two boolean expressions:

· “mp1” is a band plate;

· there is a square metal plate in the model;

can be expressed as:

//directly

mp1.is_band_plate();

//by means of an SQL like statement

EXISTS (SELECT m FROM m IN metal_plates WHERE m.length=m.width);

respectively. 

The format assumed so far for design rules was:

Design SHOULD-NOT-SATISFY ProhibitedCondition

and was referred to as the SHOULD-NOT format. Because no further restrictions were imposed on the “ProhibitedCondition”, this format is at least as comprehensive as first order logic. The above statement can be expressed in first order logic as a denial:

( condition(Design)

 where “condition” can be any predicate, therefore any expression of first order logic. However, restrictions to the statements that can be expressed as conditions in active rules may be imposed by OQL.

This section aims to very briefly illustrate, by means of example, the expressive power of OQL. A formal approach was not attempted because the OO model is not based on a formal support. Informal conclusions are inferred from these examples.  

Consider the design rules stated in the following table.

Table 1  Example (mock) design rules to be expressed by means of OQL


Type
Rule

1
rule imposing a geometrical relation
“No two holes made in the same metal plate are allowed to overlap.”

2
rule involving a cardinality condition
“If a metal plate has more than 4 holes then the total area of the holes should not be more than half the area of the plate.”

3
rule imposing existence
“An enforcement metal plate must have at least one hole.”

The expression of these rule in first order logic (FOL), as denials, is as follows:

//rule 1

( (P (H1 (H2 metal_plate(P) ( hole(H1) ( hole(H2) ( (H1 ( H2)

             in(H1,P) ( in(H2,P) ( overlap(H1,H2)

//rule 2

( (P metal_plate(P) ( no_holes(P,N) ( (N > 4) (
      area_holes(P,AH) ( area(P,AP) ( (AH > 0.5*AP)

//rule 3

( (P (H metal_plate(P) ( enforcement(P) ( hole(H) ( (in(H, P)

Note that the first expression requires FOL to be enhanced with the axioms of equality and the second expression, because of concepts like cardinality, area and real number algebra operators, requires many more axioms. Based on the (database) schema defined in a previous subsection (p. 4), the negations of the above statements can be expressed in OQL as follows:

//rule 1

EXISTS 

   (SELECT p

    FROM   p IN metal_plates

    WHERE  EXISTS

             (SELECT h1

              FROM   h1 IN p.has_holes

              WHERE  EXISTS 

                        (SELECT h2

                         FROM   h2 IN p.has_holes

                         WHERE  h1 != h2 AND

                                geom.overlaps(h1, h2))));

//assume that "geom" is an interface that implements a set of 

//geometrical relationships, including "overlaps"

//rule 2

EXISTS

   (SELECT p

    FROM   p IN metal_plates

    WHERE  p.has_holes.cardinality > 4 AND

           0.5*p.area < (SELECT SUM(h.area) FROM h IN p.has_holes ));

//rule 3

EXISTS

   (SELECT p

    FROM   p IN metal_plate

    WHERE  p.function.contains_element("enforcement") AND

           p.has_hole.is_empty );  

//"contains_element" and "is_empty" are pre-defined in the 

//"Collection" interface in OQL

If the active rule engine provides a high level of granularity with respect to the update events, then the above expressions may become simpler, due to the access to the data provided by the update events (this idea was illustrated in the previous subsection). 

It appears that OQL (including the programmer defined methods as part of the database schema) is sufficient for the expression of statements of obligation that can be represented as:

IF Condition1 THEN Condition2

structure in which many design rules can be framed. However, no readily support is provided for other structures/formats such as, for example modal statements, classified alternatives and conditional statements.  

The informal discussion of this section is to be regarded as a pointer to further inquest. Because spatial and geometrical representations and reasoning constitutes the main objective of this thesis, further investigations in the direction of the expressive power of OQL with respect to regulatory design knowledge was not carried out herein.
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� A complete list of the built-in types can be found in � ADDIN ENRf8 ��(Connolly and Begg, 1999, p. 794)�.


� They constitute or are referred to as the “interface” of the object. However, this term was previously introduced with a slightly different meaning, its ODMG meaning – i.e. a non-instantiable object for specifying abstract behaviour – thus, in order to avoid confusions, that meaning is preserved throughout this subsection.   


� One strong reason for this is that, because any simple retrieval would require a pre-defined operation, ad-hoc queries would be difficult to specify on the fly.


� This approach to expressing integrity constraints raises quite a few problems, some of which are listed in � ADDIN ENRf8 ��(Date, 2000, p. 841)�, such as “how can it be determined that all the necessary methods include all the necessary constraints?”, “when the constraints change, how can all the methods have to be updated be identified?”, “how can bypassing of constraints, by creating new methods, be avoided?” and “are there any methods to ensure the correctness of the code that implements the constrains?”. All these problems (not just the ones listed here) have determined the choice of active rules (a more declarative way) as means of implementing regulatory design knowledge.


� From here onwards the discussion focuses on integrity constraints on OO databases, as means of expressing regulations/rules on designs. The rest of this document is intended for the advanced reader, but, unfortunately, it is not self contained. It uses concepts/ideas defined in sections that are not currently included in this document.


� Reactions to violations, other than the rejection of the update that caused the inconsistency, are not discussed in this section.


� A similar construct exists in CHIMERA � ADDIN ENRf8 ��(Widom and Ceri, 1996)�.


� In order to be used in the expression of a rule, these statements have to be expressed as denials.


� Such a mechanism is implemented in CHIMERA � ADDIN ENRf8 ��(Widom and Ceri, 1996)�.


� Suppose that a metal plate is a band plate iff its length is much greater than its width and its holes are co-linear.


� This rule will have to be associated with the creation of a metal plate, amongst other update operations. In this situation, it is not feasible to deny or rollback the update if the condition is satisfied; the only feasible action is the creation of a hole in the newly created plate. 
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