LABORATORY HANDOUT #10



Introduction

The system data dictionary or catalogue  – in Postgres, this module is referred to as "System Catalogs" – is the module where the DBMS stores information about the database, also referred to as meta-data. To refresh your memory, we mentioned that a system catalogue must contain:

· a table describing all the tables in the database

· a table describing the attributes defined on the tables of the database;

· a table describing the integrity constraints defined in the database;

· a table describing all the rules defined in the database;

· etc.

ACTIVITY: Write down other kind of information that you think needs to be stored in the system catalogue. 

You should also remember that the system catalogue can be queried by the end user (being either a person or an application program). Is this a useful feature?

ACTIVITY: Think of some reasons why having a system catalogue that can be queried is a useful feature of a DBMS.

ACTIVITY: What is the format in which the information is stored in the system catalogue? What are the advantages of this approach?

Try to spend some time on these activities before you move forward (this is applicable only if you are reading this handout before the lab session).

Postgres system catalogs (the American spelling is used)

Some of the most important system catalogs in Postgres can be displayed with the following command, at the PostgreSQL prompt:

=>\dS

You should obtain a list of relations owned by postgres, of the following type (increase the size of the window or use <SHIFT>+<UP-cursor/DOWN-cursor> to scroll in the editing window). Note that all relations start with "pg_"

 +------------------+----------------------------------+----------+

 |  Owner           |             Relation             |   Type   |

 +------------------+----------------------------------+----------+

 | postgres         | pg_aggregate                     | table    |

     ... 

 | postgres         | pg_attrdef                       | table    |

 | postgres         | pg_attrdef_adrelid_index         | index    |

 | postgres         | pg_attribute                     | table    |

We shall look more closely at the following relations (of course, you are encouraged to explore more!), listed in alphabetical order:

pg_attribute
pg_class

pg_database

pg_indexes

pg_rules

pg_tables

pg_views

pg_user

"pg_tables" as the name is intended to suggest, is a table that provides access to some information about the base tables in your database. In order to find its structure do

\d pg_tables

You can see that "pg_tables" is a view, in the main defined on "pg_class", with the following attributes

| tablename                        | name        

| tableowner                       | name        

| hasindexes                       | bool          

| hasrules                         | bool             

| hastriggers                      | bool            

The attributes are self explanatory. The last three attributes are true if there are indexes, rules or triggers are defined on the corresponding base table, respectively. In order to see all the base tables defined in your database do

SELECT tablename, tableowner FROM pg_tables;

If you want to see only the system tables (owned by Postgres) you can issue the following command:

SELECT tablename, tableowner 

FROM pg_tables 

WHERE tableowner = 'postgres' ;

How should you query the system catalog in order to see the tables owned by you?

Consider now the "pg_views". Perform the same operations on it as on "pg_tables".  Can you identify your own views? For this use the following query

SELECT viewname, viewowner 

FROM pg_views 

WHERE owner = <your user name>;

If you want to see the definition of a particular view that you created, say "view1" issue

SELECT viewname, definition

FROM pg_views 

WHERE viewname = 'view1';

Do you find any similarities between the above query and the backslash command "\d view1"?

ACTIVITY: Explore other system catalogs and try to understand how the meta-data is organised. 

Using the catalogs (the American spelling is used)

The system catalog is used

· internally, by the procedures of the DBMS (e.g. by the optimiser)

· to find out information about the database; for instance, some of the Postgres backslash commands – such as "\d", "\dS", "\d <table name>", etc. – are shortcuts for queries on the system catalogs;

· this information, for instance, can be used by application programs to adapt themselves to structural changes of the database or to situations characterised by certain statistical values with respect to the database (such as no of tuples, min and max values, etc.) 

As an example, a Linux script that mimics the behaviour of "\d <table name>" is described below:

#LIST OF ALL ATTRIBUTES OF A RELATION 

#------------------------------------

#

#input: the name of the relation (table/class)

#output: all the attributes of the respective relation

#

#in order to run this script type 

#"./lattr <relation-name> <database-name>" 

# at the Linux prompt

#<user-name> will be the variable "$1" used in the query

#<database-name> will be the variable "$2" used in the script

#

#note that the symbol "\" is used to continue a line in the following 

#one

echo \

"SELECT relname AS relation_name, attname AS attribute_name \

 FROM   pg_class, pg_attribute \

 WHERE  relname = '$1' AND \

        attrelid = pg_class.oid;" \

| psql -p 5432 -o output $2

clear

echo "The relation $1 has the following attributes"

echo ""

cat output

rm output

echo ""

Type this in a file, save it with the name "lattr"  and then execute the file as described above.

Another example, is a Linux script that displays all the integrity constraints that you have defined in your database; see below:

#LIST OF ALL THE DEFINED CONSTRAINTS 

#------------------------------------

#created on 13/11/99

#

#in file "~/my-scripts/lallconstr"

#lallconstr - lists ALL the constraints on all relations

#

#input: name of database

#output: all the constraints on all the user defined relations

#

#in order to run this script type "./lallconstr <database-name>" 

# at the Unix prompt

#

#note that the symbol "\" is used to continue a line in the 

#following one

echo \

"SELECT rcname AS constraint_name, \

        rcsrc AS constraint_expression, \

        relname AS relation_name

 FROM   pg_class, pg_relcheck \

 WHERE  rcrelid = pg_class.oid;" \

| psql -p 5432 -o output $1

clear

echo "The following constraints are defined in the database $1"

echo ""

cat output

rm output

echo ""

Type this in a file, save it with the name "lallconstr"  and then execute the file as described above.

Try to write a similar script that displays the rules you have defined in your database.
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