LABORATORY HANDOUT #5 



AIM 

To understand and learn the main data manipulation commands supported by PostgreSQL.

MOTIVATION

(See last set of handouts)

MAIN OBJECTIVES

1. Insert values into a table

· insert statement

· copy statement

2. Delete values from a table

3. Update values in a table

4. Query a database

5. Backup a database

REMARKS

1. Remember the hints given in the previous set of handouts

2. Most of the information presented here is necessary for the completion of Coursework #2.

HINT

Read first the whole content of these handouts (even if only superficially), and only afterwards start the work.


INSERT

Description

INSERT INTO <table-name> [ ( <column>commalist ) ]


VALUES ( <expression>commalist ) | SELECT <query> ;

For further details refer to PostgreSQL commands - “INSERT” in the PostgreSQL User’s Guide.

It is possible to insert one row at a time or multiple rows as a result of a select statement. If the column list is not specified (i.e. which columns will get values from the values list) then it is considered that values are specified for all columns. For the columns not specified in the column list default values will be inserted. If no default values are specified then the default value NULL will implicitly be assumed. If there are type mismatches between the column definition and the values in the value-list then automatic type cast will be attempted; however, errors may arise, therefore try to assign values to attributes in correspondence with their types; sometimes, you will have to use the explicit casting operator “::” (refer to lab handout #4).

Examples. Suppose the table example
CREATE TABLE example (


att1

INT2,


att2

INT4


DEFAULT 0,


att3

FLOAT4,


att4

CHAR,


att5

CHAR(10)

DEFAULT ‘NO ID’ ,


att6

VARCHAR(25) 
DEFAULT ‘NO NAME’ ,


money

MONEY,


);

Insert a whole row:

INSERT INTO example 


VALUES (1, 10000, 12.5, ‘A’, ‘first’, ‘the first row’, ‘£10’ ) ;

or, by specifying the column list

INSERT INTO example ( att1, att2, att3, att4, att5, att6, money )


VALUES (2, 20000, 12.5, ‘a’, ‘second’, ‘the second row’, ‘£20’ ) ;

Insert only certain fields, for instance those that do not have any default values specified

INSERT INTO example (att1, att3, att4, money )


VALUES (3, 100.01, ‘B’, ‘£5’ ) ;

What happens if some fields that have no default value aren’t specified in the column list?

INSERT INTO example ( att1, att3 )


VALUES (4, 123.45) ;

What if, for instance, the column att4 is constrained to NOT NULL? Exercise different forms for the insert statements. 

Suppose another table exists, namely

CREATE TABLE example_dash (


field1

INT2,


field2

INT4,


field3

CHAR,


field4

MONEY,


);

Suppose you want to insert into this table all the rows from table example which have the value of att5 ‘NO ID’. The following insert statement does this

INSERT INTO example_dash 


SELECT 
( att1, att2, att4, money )


FROM

example


WHERE

att5 = ‘NO ID’ ;

Note the type correspondence between the fields of the table in which we insert and of the table from which the selection is made. Also note that the number of attributes must be the same. The correspondence between fields is determined with respect to their position.

INSERT INTO example_dash ( field1, field3, field4 )


SELECT 
( att1, att4, money )


FROM

example


WHERE

att5 = ‘no id’ ;

Incorrect example:

INSERT INTO example_dash ( field1, field3, field4 )


SELECT 
( money, att4, att1 )


FROM

example


WHERE

att5 = ‘no id’ ;

The insert statement based on a select statement is particularly useful when you want to modify a table/relation by dropping a column/attribute. SQL (nor PostgreSQL) does not support a DROP COLUMN statement. Therefore, you should create a new table that has the same heading as the original table with on exception: the column to be dropped. Then use an INSERT statement to put the data in the new table. Then drop the old table. For example, suppose you have a table 

CREATE TABLE Person (


first_name
VARCHAR(15),


last_name
VARCHAR(15),


dob

DATE,


age

INT,


address

VARCHAR(100),


PRIMARY KEY (first_name, last_name, dob)

);

Suppose you entered (a lot of) data in Person. You realised that the attribute “age” is redundant and therefore you want to drop it. Firstly, you create another table

CREATE TABLE Person_dash (


first_name
VARCHAR(15),


last_name
VARCHAR(15),


dob

DATE,


address

VARCHAR(100),


PRIMARY KEY (first_name, last_name, dob)

)

Then, you get the relevant data from “Person” into “Person_dash”

INSERT INTO Person_dash 


SELECT first_name, last_name, dob, address


FROM   Person; 

Then, you drop the table “Person”

DROP TABLE Person;

Finally, you rename “Person_dash” to “Person”

ALTER TABLE Person_dash RENAME TO Person;

Another way of populating a table with data from a file and extracting data to a file is by means of a copy statement.

COPY

Only a limited (but sufficient) syntax will be described in this handout. For further details refer to the PostgreSQL User’s Guide.

To copy to a file use

COPY <table> TO <filename> [ USING DELIMITERS <delimiter> ] ;

Examples. Copy the table example to a file test_copy in your home directory 

COPY example TO ‘mnt/aries/ura/maths/<your-user-id>/test_copy’

     USING DELIMITERS ‘|’ ;

Note that the full file name must be provided (i.e including the path name). Probably your home directory is ‘mnt/aries/ura/maths/<your-user-id>/', but if this isn’t the case (check with pwd, under a Unix shell) then correct accordingly the above statement.

Alternatively, if you want to copy the same table to the standard output (stdout) then

COPY example TO stdout USING DELIMITERS ‘|’ ;

To copy from a table use

COPY <table> FROM <filename> [ USING DELIMITERS <delimiter> ] ;

For instance, if the data for the example table is stored in a file called example_data, stored in your home directory, the data in the file being separated by ‘;’ then

COPY example FROM ‘mnt/aries/ura/maths/<your-user-id>/EXAMPLE_DATA’

     USING DELIMITERS ‘;’ ;

IMPORTANT!!!

1. The back-end process must be able to read/write your files. Therefore you must grant it access to your files. Check that all the directories, in the path name, starting with your home directory, have the following permissions

drwxr-xr-x

and that the actual file is

-rwxr--r--

if you want to copy from the file, or

 -rwxrw-rw-

if you want to copy to the file.

If this is not the case use chmod to change it accordingly.

Tip: if you want to copy to a file you will have to create the file first and change its permissions accordingly. 

In the current installation of Postgres on itsy the back-end process has to have permission granted by you. However, if you grant the back-end the above permissions, it is possible for other people as well to access some of your files. Make sure that you restore the permissions as they were initially, after you finished your job.

2. Data, in the input file, must be formatted and aligned as if the file was the result of a COPY TO  statement. No further information; test it yourselves!!! Do you have difficulties? Ask the lab’s supervisor.

If you want to copy from the standard input (stdin) – usually the keyboard - then use

 COPY example FROM stdin USING DELIMITERS ‘;’ ;

UPDATE

The update statement in PostgreSQL has an extended syntax with respect to the standard SQL92.

UPDATE <table> SET <column> = <expression> [,...]


[ FROM

<list_of_tables> ]


[ WHERE

<condition> ] ;

FROM <list of tables> is the extension that allows other columns to be specified in the WHERE clause. Note: not in the SET clause!!!

For specifying an expression you can use the operators and functions presented in handouts#4.

DELETE

Refer to the PostgreSQL User’s Guide.

SELECT

Try all the types of select statements presented in the Study Guide. Make sure you cover the following issues:

duplicates elimination, 

rows ordering,


calculated fields,

multiple join,


compound comparisons,
aggregate functions,

grouping results,

filtering groups,


nested queries,

checking existence,

for all,



combining results (UNION).

General syntax

SELECT [ ALL|DISTINCT [ ON  <column> ] ] <expression> [ AS name ] [,...] 

 [ INTO TABLE <new table name> ]

 FROM <table name> [ <alias> ] [,...]

 [ WHERE <condition> ]

 [ GROUP BY <column> [,...] ]

 [ HAVING <condition> [,...]

 [ UNION <select statement> ]


 [ ORDER BY
<column> [ ASC | DESC ] [,...] ] ;


Experiment with the described commands until you get to fully understand them. Use your previous knowledge as well. You might have questions about different issues. Try to find the answer to your questions by using the (on-line) PostgreSQL User’s Guide and by experimentation. If not successful, ask the lab supervisor.

Don’t forget to use your logbook!


You have acquired a set of basic skills in PostgreSQL. All the material covered in the lab handouts is compulsory - you must know it. 

The features provided by PostgreSQL are, however, more extensive than what we studied so far. The advanced student is advised to further explore the capabilities of PostgreSQL. A good starting point is the on line PostgreSQL User’s Manual. Find out more about

- the available SQL commands (chapter 14) and 

- the applications that accompany Postgres (chapter 15);

In the following labs we are going to study some of the extensions that PostgreSQL provides (including operators, types, functions, OO features) and look at transaction management, views and security issues, embedded SQL, etc. (not necessarily in this order). However, until then, we are first going to look at Microsoft’s Access and at connecting Access with Postgres.
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