LABORATORY HANDOUT #8



AIM 

To experience aspects of active databases; in particular, the association of events on the database with SQL actions (not with user defined procedures). 

MOTIVATION

Rules are a very powerful and versatile mechanism. The main application of rules considered herein is the maintenance of database integrity. However, other applications are possible, which include security maintenance, consistency maintenance amongst duplicated data and customisation. Note that, related to customisation, views in Postgres are implemented via rules.

MAIN OBJECTIVES

· to understand the concept of a rule

· to become comfortable with the syntax

· to understand how rules can be used to implement integrity constraints

· enterprise constraints (equivalent to assertions in SQL)

· referential integrity (equivalent to constraints expressed by means of foreign keys and foreign key rules)

· to understand how rules can be used in implementing security restrictions

· to understand how rules can be used to implement consistency between duplicated data

· to identify other possible uses of (Postgres) rules 

ADVICE

(1) This lab handout provides you only with a limited number of examples. You will have to extrapolate from them, ask questions and try to answer them through experimentation. 

(2) Postgres in not a perfect DBMS (as if a perfect DBMS would exist!). Therefore, certain solutions will not work, whereas others will, to the same problem; this aspects is going to be exemplified in the handouts. Thus, do not be put off if things do not work first time; try other solutions.

(3) Try to exploit the power of rules in your coursework


Syntax of Postgres rules

CREATE RULE <name> AS 

    ON <event> TO <object> 

    [ WHERE <condition> ]

    DO [ INSTEAD ] [ <action> | NOTHING ]

<name> ::= the name you choose for the rule

<event> ::= {SELECT, UPDATE, DELETE, INSERT}
/* note the SELECT */

<object> ::= <table> | <table>.<column>

<condition> ::= any SQL boolean expression; "new" and "old" represent the new and the old updated tuple, respectively

<action> ::= any SQL statement; "new" and "old" can be used here as well.

For further details refer to the User Manual on line at

http://www.PostgreSQL.ORG/docs/user/sql-createrule.htm

NOTE AN ERROR IN THE MANUAL DOCUMENTATION: instead of "old" the manual uses "current"; "old" is the correct name.

Examples of usage

Suppose the following two relations

CREATE TABLE Employee (


Id


int PRIMARY KEY,


Name


varchar(50),


Address

varchar(200),


Salary

int,


Job


varchar,


Dept_id

char(3),

FOREIGN KEY Dept_id REFERENCES Department ) ;

CREATE TABLE Department (


Dept_id

char(3) PRIMARY KEY,


Name


varchar(100),


Budget

int,


No_of_employees
int ) ;

Whenever an employee is added to the table Employee, the number of employees in the corresponding department has to be increased by 1. This can be achieved by means of the following rule

CREATE RULE correct_no_of_employees AS

ON INSERT TO Employee

DO 
UPDATE Department SET  No_of_employees = No_of_employees + 1 


WHERE  Department.Dept_id = new.Dept_id ;


Note that the triggering event is an insertion in table Employee. This event will trigger (no condition was stated) the increment with one of the field No_of_employees, in the Department table, in the tuple who’s Dept_id is the same as of the new tuple  inserted in Employee. Tis new tuple is denoted by the keyword “new”. Note that the triggering event is related to one relation (table), whereas the triggered action is related to another relation (table). 

Suppose the definition of Department was

CREATE TABLE Department (


Dept_id

char(3) PRIMARY KEY,


Name


varchar(100),


Budget

int,


Big_money_employees
int ) ;

where the last field records the number of employees in the department who have salaries over 30k. The rule that maintains consistency between the two relations (tables) is

CREATE RULE correct_no_of_employees AS

ON INSERT TO Employee

WHERE new.salary > 30

DO  UPDATE Department SET  Big_money_employees = Big_money_employees + 1 

    WHERE  Department.Dept_id = new.Dept_id ;


How would you change the above rule if you would like to perform the update action only in case the update tuple has a non-null value of the Dept_id filed?

Implement integrity of data

State transition constraints

Recall the methods you know for imposing integrity constraints and consider the following constraint (state transition constraint):

“The salary of an employee is not allowed to decrease”.

How could you implement this rule in PostgreSQL?

Here is a way of implementing it using rules (the above definition of Employee is still valid):

CREATE RULE salary_cannot_increase AS

ON UPDATE TO Employee

WHERE new.salary < old.salary

DO  INSTEAD NOTHING;


Database constraints

You remember that database constraints can be implemented in SQL2 by means of assertions. Unfortunately, PostgreSQL does not support assertions. However, there is a way around for such constraints – they can be implemented by means of rules. 

Consider the above two definitions for Employee and Department and the database constraint

“The salary of any employee cannot be greater that 10% of the budget of the department where s/he works in”

This constraint can be implemented with the following rules:

CREATE RULE rest_on_sal_1 AS

ON INSERT TO Employee

WHERE  EXISTS ( SELECT * FROM Department 

    WHERE Department.Dept_id = new.Dept_id AND


    Department.Budget < 10 * new.Salary );

DO INSTEAD NOTHING ;

CREATE RULE rest_on_sal_2 AS

ON UPDATE TO Employee.Salary

WHERE  EXISTS ( SELECT * FROM Department 

    WHERE Department.Dept_id = new.Dept_id AND


    Department.Budget < 10 * new.Salary )

DO INSTEAD NOTHING ;

Postgres does not support attribute level rules, therefore the last rule must be rewritten as

CREATE RULE rest_on_sal_2 AS

ON UPDATE TO Employee

WHERE old.Salary <> new.Salary AND 

EXISTS ( SELECT * FROM Department 

    WHERE Department.Dept_id = new.Dept_id AND


    Department.Budget < 10 * new.Salary )

DO INSTEAD NOTHING ;

Are these two rules sufficient for enforcing the integrity constraint? What if the budget of a department changes? 

Can you think of other actions rather than disallowing the update?

Referential Integrity

This section explains how referential integrity can be implemented via (active) rules.

Consider the following definition (in SQL2)

CREATE TABLE Employee (


Id


int PRIMARY KEY,


--other attributes


Dept_id

char(3),

FOREIGN KEY Dept_id REFERENCES Department 

ON DELETE RESTRICT

ON UPDATE RESTRICT 

) ;

The foreign key integrity expressed by the above statement can be implemented by the following rules (read a bit further before you start implementing the rules, because the rules FK_ref_update_Emp and FK_up_restr_Dep are not supported in Postgres; Postgres does not support attribute level rules)

CREATE RULE FK_ref_insert_Emp AS

ON INSERT TO Employees

WHERE NOT EXISTS ( SELECT * FROM Department 

 WHERE Department.Dept_id = new.Dept_id )

DO INSTEAD NOTHING ;

CREATE RULE FK_ref_update_Emp AS

ON UPDATE TO Employees.Dept_id

WHERE NOT EXISTS ( SELECT * FROM Department 

 WHERE Department.Dept_id = new.Dept_id )

DO INSTEAD NOTHING ;

CREATE RULE FK_del_restr_Dep AS

ON DELETE TO Department

WHERE EXISTS ( SELECT * FROM Employee 

   WHERE Employee.Dept_id = old.Dept_id )

DO INSTEAD NOTHING ;

CREATE RULE FK_up_restr_Dep AS

ON UPDATE TO Department.Dept_id

WHERE EXISTS ( SELECT * FROM Employee 

   WHERE Employee.Dept_id = old.Dept_id )

DO INSTEAD NOTHING ;

In order to work in Postgres, the second and fourth rule have to be redefined as:

CREATE RULE FK_ref_update_Emp AS

ON UPDATE TO Employees

WHERE new.Dept_id <> old.Dept_id AND 

NOT EXISTS ( SELECT * FROM Department 

 WHERE Department.Dept_id = new.Dept_id )

DO INSTEAD NOTHING ;

CREATE RULE FK_up_restr_Dep AS

ON UPDATE TO Department

WHERE old.Dept_id <> new.Dept_id AND

EXISTS ( SELECT * FROM Employee 

   WHERE Employee.Dept_id = old.Dept_id )

DO INSTEAD NOTHING ;

What if the desired FK rules would have been CASCADE? Can you find the solution?

Here is another attempt to implement referential integrity:

CREATE RULE FK_ref_insert_Emp AS

ON INSERT TO Employees

WHERE new.Dept_id NOT IN ( SELECT Dept_id FROM Department )

DO INSTEAD NOTHING ;

Implement this rule in your database. Attempt a few insertions so that some will violate the referential integrity and some will not. Check the relation Employee after each attempt. What happens? Do you know why you get this behaviour? 

Implement security of data

Suppose the following relation

CREATE TABLE Transactions (


id


int 

PRIMARY KEY,


performed_by
varchar(50)
NOT NULL,


item


varchar
NOT NULL,


value


float4
NOT NULL,


to


varchar,


details

varchar,


date_and_time
datetime ) ;

Suppose the policy of the company is that transactions are only allowed between 9 in the morning and 5 in the afternoon. In order to enforce this policy, the following rule can be used

CREATE RULE Time_transactions AS

ON INSERT TO Transactions

WHERE date_part('hour', 'now'::datetime) < 9 AND 

      date_part('hour', 'now'::datetime) > 17

DO INSTEAD NOTHING ;

Suppose that another aspect of the company's policy (regarding the security of data) is not to allow data to be deleted from Transactions. This be implemented by means of a rule in the following manner:

CREATE RULE Do_not_delete_transactions AS

ON DELETE TO Transactions

DO INSTEAD NOTHING ;

Further, suppose that no one is allowed to see the transactions over 100K recorded in Transaction. How can this be implemented by means of rules?

Consistency between duplicated data

Refer to Examples of usage.

Others

Suppose Transactions has a supplementary field (from the above definition), No_updates, of int type, that counts how many times a tuple has been updated. The following rules implement the counting mechanism:

CREATE RULE No_of_updates AS

ON UPDATE TO Transactions

DO UPDATE Transactions SET No_updates = No_updates + 1 

   WHERE  Transactions.id = old.id ;

Implement this rule and then perform an update on Transactions. What do you notice? You must be careful and avoid circular definitions (equivalent to infinite loops) or inconsistent definitions. How could this circular definition be avoided? One possible solution is to create another table, No_updates_on_transactions, as

CREATE TABLE No_updates_on_transactions (


Id 

int 
PRIMARY KEY,


No_updates
int,


FOREIGN KEY No_updates REFERENCES Transactions ) ; 

and to implement the rule as

CREATE RULE No_of_updates AS

ON UPDATE TO Transactions

DO UPDATE No_updates_on_transactions SET No_updates = No_updates + 1 

   WHERE  No_updates_on_transactions.id = old.id ;

Postgres restrictions

Only "INSTEAD SELECT" actions are currently supported on SELECT rules; i.e., if the event is a SELECT then the action can only be INSTEAD SELECT.

Attribute level rules are currently not supported.

Did you find other restrictions?


Hopefully, after this short introduction to (Postgres) rules, you have realised their versatility. In the main you can associate or do instead of any operation on the database another (set of) operation(s), whether this is a retrieving or an update operation. EXPERIEMNT! Try to do as much as you can (whether your experimentation is driven by practical applications or it is just for the sake of "I want to see how does this work"). 

There is also scope for improving your coursework.
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